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Abstract

This work analyzes black hole X-ray emis-
sions through the lens of language modeling.
The authors propose a method to translate the
time series into sequences and feed them into
a Recurrent Neural Network (RNN) language
model. Using the RNN states, these sequences
are clustered to obtain a classification of black
holes.

1 Introduction

In the field of astronomy, light curves represent the
light intensity of a celestial object or region as a
function of time. Based on the observations of
changes in brightness over time, astronomers try
to capture recurring patterns and identify different
classes of stellar events such as the birth of a super-
nova. Within the existing literature, manual classifi-
cation of light signals coming from black holes has
been done in (Belloni et al., 2000). Also, deep learn-
ing has been applied to the supervised classification
of supernovae (Charnock and Moss, 2016). How-
ever, in our case, we are provided with light curves
data coming from black holes X-ray emissions with
no pre-existing labels.

There are many reasons why scientists and as-
tronomers may want a logical way to classify these
emissions. For example, with a reasonable group-
ing strategy, one can dig deeper into specific cate-
gories and possibly discover patterns that were not
previously recognized. Additionally, one may iden-
tify changes in a black hole’s behavior if it begins
producing emissions belonging to a different cate-
gory than previous emissions.

The goal of this paper is to discuss a strategy for
unsupervised clustering of black hole emissions that
uses deep learning and natural language processing
(NLP) strategies that have never before been applied
to model the “language” of black holes. In general,
as elaborated in (Längkvist et al., 2014), the task
of unsupervised feature learning from time series
data using deep learning is a challenging problem
and and an active area of research. The authors of
(Prasad and Prasad, 2014) discuss the use of RNNs
for the task of time-series inference. Our strategy
includes representing each time series as a sentence,
and training a language model on this transformed
data. In the end, we extract the outputs from each
state in our RNN, and use these outputs as a new
way of representing our data. The vector represen-
tations are then fed into a k-means clustering model,
in which we are able form distinct clusters of time
series emissions.

2 Existing Literature

Within the existing astronomical literature, (Belloni
et al., 2000) classify different kinds of variability in
black holes X-ray emissions coming from the Rossi
X-ray Timing Explorer (RXTE) satellite. They ana-
lyze the emissions based on their light curves and
color-color diagrams (CDs), detecting three main
spectral states of the CDs denoted by A, B, and C.
State A is associated with little time-variability and
some red-noise variability, state B - with substantial
red-noise variability, and state C - with white noise
variability on a time scale of 1s. Belloni et al. (2000)
produce a 12-class classification of the emissions de-
pending on the pattern of transitions between these



states based on domain experience without the use
of machine learning. Interestingly, the authors ob-
serve that certain patterns repeat at regular intervals
of length months or years.

In our quest for methods that generate features
from time series, we came across the Feature Ex-
traction from Time Series paper from Harvard SEAS
(Nun et al., 2015). The FATS Python library is built
specifically for extracting over 60 potentially im-
portant features from astronomical light curve time
data. Some of these features include mean, standard
deviation, linear trend and skew from the input time
series and error data. We use this feature extraction
method as the baseline approach for clustering black
holes data.

A fundamental approach to time series process-
ing is presented in (LeCun and Bengio, 1995). The
main focus of this paper is to showcase the suc-
cessful applications of convolutions in different use
cases, in particular for the analysis of time-series.
Convolutions are a method of extracting and com-
bining local features of the input data in order to
produce higher-level representations. An example
of a convolution is taking the mean or the maxi-
mum across a sliding window of neighboring val-
ues in a given input vector. The fact that time series
data has one-dimensional structure with strong local
correlations makes them good candidates for analy-
sis using convolutional neural networks (CNN). Al-
though this paper does not adopt this approach, it is
worth noting that CNNs have instigated a remark-
able progress in image and signal processing.

The Deep Embedding Clustering (DEC) (Xie et
al., 2015) model uses deep learning to perform unsu-
pervised classification of time series data by simul-
taneously learning feature representations and clus-
ter assignments. In this two-stage setup, the data is
first passed through a Stacked Autoencoder (SAE)
which essentially de-noises the data and maps it into
a feature space. Using k-means, the outputs from
the SAE are then clustered and intermediate cluster
centers are formed. The DEC model then uses the
assigned clusters to update the embeddings by using
stochastic gradient descent. The loss that is mini-
mized in this case is the KL Divergence between the
cluster assignments and a pre-defined target distribu-
tion from the current soft cluster assignment. This
iterative process progressively improves the cluster

assignments throughout training and is stopped once
a small percentage of data points change cluster as-
signments in a certain iteration.

The current state of language modeling (LM)
and its applications are studied in great depth in
(Jozefowicz et al., 2016). The paper reveals many
different tricks on training RNN LM models on
large corpora of data such as regularization of big
LSTM models through dropout, training with an ap-
proximation of Softmax using importance sampling
(since its exact computation can be computationally
expensive), and utilizing character-level CNN em-
beddings. The authors are aiming to inspire LM re-
search at a large-scale.

The authors of (Dai and Le, 2015) present two ap-
proaches to unsupervised sequence learning with re-
current networks. The first one is a basic LSTM lan-
guage model used for next step prediction in the con-
ventional language modeling setting. The second
one is an LSTM model initialized with a sequence
autoencoder. The main idea of the latter is to use an
RNN network as an encoder for an input sequence
into a hidden state. The hidden state is then used as
an input to a decoder recurrent network which pre-
dicts the output sequence. In our work, we incorpo-
rate this approach of using an LSTM RNN network
as an autoencoder for extracting hidden states of a
sequence at each processing step by the model.

3 Datasets

3.1 Astronomical Data

In terms of data, we use 13,496 time series of light
emitted from 29 different black holes. The files
are read from NASA satellites and encoded in FITS
(Flexible Image Transport System) format. In addi-
tion to the light curve data, each file contains meta-
data such as the date and time of the observation and
the telescope that was used. The frequency of the
observations is at the second level and the series vary
in terms of length between 15 seconds and 1000 sec-
onds. The distribution of time series length can be
seen in Figure 7 in the Appendix.

3.1.1 Pre-processing
The time series data are extracted using Python’s

library Astropy (Astropy Collaboration et al., 2013)
which is specialized in processing FITS-formatted



data.
In order to transform the time series into a format

that is conducive to deep learning architectures, we
first consider using the methods included in (Nun
et al., 2015). Using the authors’ strategy, we are
able to extract 59 features such as amplitude, auto-
correlation and standard deviation for each time se-
ries. The results of clustering these FATS feature
vectors can be seen in section 5.

Instead of using a single feature vector for a given
time series, we consider applying FATS feature ex-
traction to smaller subsets of the time series and
thus obtain a sequence of FATS feature vectors cor-
responding to each segment. However, given the
importance of data representation to this particular
problem, we reason that FATS might not perform
well on segments of a short length due to lack of
enough information.

We explore alternative approaches for converting
time series into sequential form and propose the fol-
lowing way of representing the data. After normal-
izing the time series, we split them into 32 and 64
second windows. It is worthy to note that the size of
the interval at which we are splitting each time series
is important since there might be periodicity present
in the input data. The choice of window size should
be based on our knowledge and observations of the
input data. As a next step, we cluster these mini time
series (amounting in total to more than 500,000 for
all time series) into 10,000 different clusters for both
window sizes. Here, the number of clusters can be
thought of as a vocabulary size, with each cluster as-
signment corresponding to an individual word in our
vocabulary. As a result, every time series is repre-
sented as a vector of cluster assignments (or words).
We further standardize each vector representation of
time series to be of length 100 through padding and
slicing. With this sequence representation, we aim to
we fit a language model to predict the next “word”
in each time series.

3.2 Text Data
In addition to astronomical data, we decide to evalu-
ate our language modeling methodology on easier-
to-interpret, real text data. We use the Rotten
Tomatoes dataset from Assignment 1 consisting of
10,662 sample reviews belonging to one of the two
categories: positive and negative. Standard pre-

processing techniques are applied to the data. We
randomly shuffle and split the data into 9602 training
and 1062 test samples. Following the same logic as
for the time series data, we standardize each review
to be of size 100 by cutting longer ones or padding
shorter ones with the “〈unk〉” token.

4 Model

We adapt and modify the RNN language modeling
technique from (Zaremba et al., 2014) and apply it
in the particular task of unsupervised clustering of
sequences. We build our implementation using code
from (TensorFlow, 2015). Using the time series se-
quence representations of length 100 as input to the
RNN, we fit the RNN to the data, setting the number
of steps to 100 for each batch. The model archi-
tecture includes 2 hidden LSTM layers of size 200
each. We use a stochastic gradient descent optimizer
with learning rate 0.1, no dropout, and a batch size
of 20. In this setting, we seek to minimize the aver-
age negative log probability of the target words, or,
alternatively, maximize the probability of the target
words.

The main idea is to utilize the hidden states of the
RNN model for each time series. In particular, at
the end of the model fitting process, for a given se-
quence corresponding to a time series, we average
over the outputs from each step in the RNN, and
use this vector of length 200 as our representation
learned by the RNN language model. The end goal
is to feed these vectors into yet another k-means
model, and visualize the clusters using tSNE. Our
results are presented in the following section.

A possible modification of our current methodol-
ogy is to use the actual sentence length instead of
forcing a fixed input sentence length of 100. In par-
ticular, cutting longer sentences or padding shorter
ones might be introducing features not present in
the original data and thus hindering our results. We
have a working implementation of this alternative
approach but are yet to investigate the outputs from
it.

5 Results & Analysis

5.1 Baseline: Clustering on FATS features
Feeding the FATS features for each time series into
a baseline k-means model and using t-distributed



stochastic neighbor embedding (tSNE), we are able
to visualize at least two distinct clusters.

Figure 1: Baseline Clustering of FATS Vectors

Visualizing sample time series from each of these
clusters in a similar fashion to what is done in Fig-
ure 5 might be helpful in understanding whether the
time series in each cluster are “semantically” differ-
ent and requires domain knowledge of the data.

5.2 Clustering on Sequence Representations
We apply k-means clustering to the RNN represen-
tations of sequences obtained from time series seg-
ments of length 32 and 64 seconds, respectively.
In the end, find that the 32-windows experiment
yields better results. Analysis of the 32-windows
experiment follows bellow. Visualizations of the 64-
windows experiment can be found in the Appendix.

The training and validation loss is shown in Fig-
ure 2. We also report the training and validation
perplexity throughout the modeling process to mon-
itor overfitting. Interestingly, the validation perplex-
ity never exceeds the training perplexity, which is
shown in Figure 3. We believe this is due to the fact
that our transformed time series data is unlike true
sentences in at least one way: there are many re-
peated words in the time series, which occurs when
adjacent windows are assigned to the same cluster.
This is due to the fact that often there is minimal
change in the magnitude of the time series, so ad-
jacent windows are actually very similar and hence
clustered together. As a result, the model is able to
recognize this trend from the training data, and suc-
cessfully apply it to a similar, much smaller valida-

tion dataset. It is also very likely that the behavior
of these time series is more predictable than natural
language. After 10 epochs, the we are able to reach a
training perplexity of 22.38 and validation perplex-
ity of 14.57.

Figure 2: Training and Validation Loss

Figure 3: Training and Validation Perplexity

Figures 4 shows the result of clustering the out-
puts for 32-window time series into two clusters. Vi-
sualizations for three, four and five clusters can be
found in the Appendix. The same cluster sizes for
the 64 windows are also listed in the Appendix but
are less interpretable than the 32-window ones.

With unsupervised clustering, it is often unclear
how many clusters to choose. In our case, the man-
ual classification of the black hole emissions in (Bel-
loni et al., 2000) yielded 12 distinct groups. In addi-
tion, the inertia, or minimizing criterion of k-means,
forms an “elbow” at around 8 clusters. However, it



Figure 4: tSNE with 2 clusters

becomes hard to validate a large number of clusters
visually. However, by plotting a random sample of
time series that fall into each cluster, we are able
to see that at least some of the groupings visually
make sense. This is demonstrated in Figure 5. For
example, in cluster one and cluster eight we see a
difference in the type of time series, as those in clus-
ter eight are more mean-reverting. This implies that
the RNN representations of the time series are able
to discriminate between different features of the un-
derlying time series.

Figure 5: tSNE on 32-window data with 8 clusters and time

series examples from two clusters

A non-trivial aspect of our unsupervised learning
task is finding a suitable evaluation metric. Many

times, the “ground truth” can be used to evaluate
a model, ie. using a subset of labeled data during
testing. However, since black hole emissions have
never been scientifically classified at a large scale,
we are unable to manually label our data. In fact,
our model is one of the first attempts at unbiasedly
labeling this data. In the following section we seek
to evaluate our model by testing its performance on
actual text data, to see if it is able to generate ac-
curate representations of language that can then be
clustered with k-means.

5.3 Clustering on Rotten Tomatoes Data
We retrain and apply our model to the movie review
data from Rotten Tomatoes (Kaggle, 2014), (Socher
et al., 2013), and extract vector representations from
the RNN autoencoder for each movie review. If our
model is doing what it is supposed to, we should
be able to cluster the vector representations into two
distinct groups, one corresponding to negative re-
views and one to positive reviews. The result of this
experiment is shown in Figure 6. It is evident that
there are two clusters.

Figure 6: tSNE on Rotten Tomatoes data with 2 clusters

Analysis of the classification shows that the po-
larity distribution of positive to negative reviews is
pretty even for both of the clusters (49% negative in
the first and 51% negative in the second), meaning
that sentiment is not the deciding factor in cluster
formation. This result could likely be improved with
more sophisticated data cleaning strategies and hy-
perparameter tuning or the introduction of regular-



ization to our model, for example, through the use
of dropout as suggested in (Zaremba et al., 2014).
However, further analysis of the clusters may re-
veal some other intrinsic feature or combination of
features of the data which plays a role in the clus-
ter assignment. A possible future direction for our
project is investigating which the splitting factor for
the RNN representations is in the case of the Rotten
Tomatoes reviews in order to understand better how
the model works.

6 Conclusion

This work presents a novel approach to analyzing
black hole time series using techniques from deep
learning and natural language understanding for the
task of black hole classification. The authors pro-
pose a way of transforming the time series data into
sequence representations which serve as input to an
RNN LSTM language model. Using the hidden
states from the RNN, the authors are able to ex-
tract new representations of the input sequences and
cluster them using k-means. They validate their ap-
proach on actual text data. This work is one of the
first steps in bridging the gap between black hole re-
search and deep learning and can be used as a start-
ing point for future work in this area. In addition,
techniques from works such as (Dai and Le, 2015)
and (Jozefowicz et al., 2016) can be especially use-
ful for future research in this domain.
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Appendix

Figure 7: Time Series Length (seconds) Distribution

Figure 8: tSNE on 32-window data with 3 clusters

Figure 9: tSNE on 32-window data with 4 clusters

Figure 10: tSNE on 32-window data with 5 clusters



Figure 11: tSNE on 64-window data with 2 clusters

Figure 12: tSNE on 64-window data with 3 clusters

Figure 13: tSNE on 64-window data with 4 clusters

Figure 14: tSNE on 64-window data with 5 clusters


